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My bookâ€™s pdf generation workflow
	

	
	
		Derek Jones from The Shape of Code

The process used to generate the pdf of my evidence-based software engineering book has been on my list of things to blog about, for ever.  An email arrived this afternoon, asking how I produced various effects using Asciidoc; this post probably contains rather more than N. Psaris wanted to know.

It’s very easy to get sucked into fiddling around with page layout and different effects.  So, unless I am about to make a release of a draft, I only generate a pdf once, at the end of each month.

At the end of the month the text is spell checked using aspell, and then grammar checked using Language tool.  I have an awk script that checks the text for mistakes I have made in the past; this rarely matches, i.e., I seem to be forever making different mistakes.

The sequencing of tools is: R (Sweave) -> Asciidoc -> docbook -> LaTeX -> pdf; assorted scripts fiddle with the text between outputs and inputs.  The scripts and files mention below are available for download.

R generates pdf files (via calls to the Sweave function, I have never gotten around to investigating Knitr; the pdfs are cropped using scripts/pdfcrop.sh) and the ascii package is used to produce a few tables with Asciidoc markup.

Asciidoc is the markup language used for writing the text.  A few years after I started writing the book, Stuart Rackham, the creator of Asciidoc, decided to move on from working and supporting it.  Unfortunately nobody stepped forward to take over the project; not a problem, Asciidoc just works (somebody did step forward to reimplement the functionality in Ruby; Asciidoctor has an active community, but there is no incentive for me to change).  In my case, the output from Asciidoc is xml (it supports a variety of formats).

Docbook appears in the sequence because Asciidoc uses it to produce LaTeX.  Docbook takes xml as input, and generates LaTeX as output.  Back in the day, Docbook was hailed as the solution to all our publishing needs, and wonderful tools were going to be created to enable people to produce great looking documents.

LaTeX is the obvious tool for anybody wanting to produce lovely looking books and articles; tex/ESEUR.tex is the top-level LaTeX, which includes the generated text.  Yes, LaTeX is a markup language, and I could have written the text using it.  As a language I find LaTeX too low level.  My requirements are not complicated, and I find it easier to write using a markup language like Asciidoc.

The input to Asciidoc and LuaTeX (used to generate pdf from LaTeX) is preprocessed by scripts (written using sed and awk; see scripts/mkpdf).  These scripts implement functionality that Asciidoc does not support (or at least I could see how to do it without modifying the Python source).  Scripts are a simple way of providing the extra functionality, that does not require me to remember details about the internals of Asciidoc.  If Asciidoc was being actively maintained, I would probably have worked to get some of the functionality integrated into a future release.

There are a few techniques for keeping text processing scripts simple.  For instance, the cost of a pass over text is tiny, there is little to be gained by trying to do everything in one pass; handling the possibility that markup spans multiple lines can be complicated, a simple solution is to join consecutive lines together if there is a possibility that markup spans these lines (i.e., the actual matching and conversion no longer has to worry about line breaks).

Many simple features are implemented by a script modifying Asciidoc text to include some ‘magic’ sequence of characters, which is subsequently matched and converted in the generated LaTeX, e.g., special characters, and hyperlinks in the pdf.

A more complicated example handles my desire to specify that a figure appear in the margin; the LaTeX sidenotes package supports figures in margins, but Asciidoc has no way of specifying this behavior.  The solution was to add the word “Margin”, to the appropriate figure caption option (in the original Asciidoc text, e.g., [caption="Margin ", label=CSD-95-887]), and have a script modify the LaTeX generated by docbook so that figures containing “Margin” in the caption invoked the appropriate macro from the sidenotes package.

There are still formatting issues waiting to be solved.  For instance, some tables are narrow enough to fit in the margin, but I have not found a way of embedding this information in the table information that survives through to the generated LaTeX.

My long time pet hate is the formatting used by R’s plot function for exponentiated values as axis labels.  My target audience are likely to be casual users of R, so I am sticking with basic plotting (i.e., no calls to ggplot).  I do wish the core R team would integrate the code from the magicaxis package, to bring the printing of axis values into the era of laser printers and bit-mapped displays.

Ideas and suggestions welcome.

	


	



		
		Posted on January 14, 2018
Working with PDF Highlight Annotations Programmatically
	

	
	
		Samathy from Stories by Samathy on Medium

PDFs are the format of choice in academia, but extracting the information they contain is annoyingly hard.
Iâ€™ve just started working on my degreeâ€™s final project. An academic project requires lots of research, which means reading lots of papers.
Papers are normally available in one form only,Â PDF.
While PDF is a format so ubiquitous nowadays that one can guarantee being able to display it as the writer(s) intended, its not a nice format, as I found out as soon as I needed to do something withÂ it.
During the course of my research, Iâ€™ve been using PDFâ€™s highlight annotations to highlight parts of a paper thatâ€™re particularly interesting.
I wanted to be able to retrieve the highlighted text at a later date so I didnâ€™t have to open the paper again to find the parts I found interesting when I read it the firstÂ time.
Youâ€™d think that exporting annotations on text would be something that all PDF readers which support annotations (most of them do) would be capable of. I mean, surely its easy enough even if there arnt that many reasons why youâ€™d want to doÂ it.
Alas, none that I found running on Linux had this feature, so I delved into trying to write something to do what IÂ needed.
I based my project on a tool I found in a StackOverflow answer to a question similar to mine. 
The Python code in the answer utilises poppler-qt4 to export annotated text from a PDF. Unfortunately, the code is Python2 and the python poppler-qt4 package wouldn't install properly on my system anyway, even after installing the poppler-qt4 package.
Neither did Pythonâ€™s poppler-qt5 bindings.
Convinced I could do a better job than a Python 2 script which depended on a package last updated in 2015, I translated the answer into the equivalent inÂ C++.
I started with trying to use poppler-cpp, the C++ bindings for poppler where one has objects and namespaces, and none of the guff associated with GUI frameworks that I wouldn't need here. However, to my dismay, poppler-cpp doesn't support annotations at all. For whatever reason, annotation support only works with the bindings to a GUI framework, like glib orÂ QT.
So instead I used poppler-glib (i.e glib from the GNOME project). Purely because I use GNOME, so wouldn't have to install anythingÂ extra.
Now, the PDF format is really odd. Annotations seem to be an after-thought to the format tacked on later.
Specifically highlighting is weird, because a highlight annotation has no connection to the documentâ€™s text.
As such, popplerâ€™s poppler_annot_get_contents(PopplerAnnot *) which should return the annotationâ€™s contents, returns nothing.
Instead, to get the text associated with a highlight annotation, one has to get the coordinates of the highlight annotation (A PopplerRectangle) and then utilise the function poppler_page_get_text_for_area(PopplerPage*, PopplerRectangle*) which returns the text in a definedÂ area.
What an entirely baffling way to go about implementing highlighting. Attaching it as purely a visual element, rather than actually marking up theÂ text.
Even more baffling is the fact that although my application works, it only mostly works.
Sometimes I get the full text highlighted, other times it chops off characters, and sometimes it adds things thatâ€™re nowhere near the highlighted text at all!
This is a problem Iâ€™m yet to solve, and I might never solve, because its ridiculous and the tool mostly does what I neededÂ anyway.
In conclusion; The PDF format is weird, I wrote a thing.
If you use it, let me know how itÂ goes!
https://github.com/Samathy/pdfcommentextractor
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